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Executive Summary





Understanding programs often comes down to understanding the ways that input data is processed. As one example, maintainers working on the year 2000 problem need to locate and understand code whose execution depends on date inputs. This paper presents several methods for addressing this problem.





Data sensitive code can be located by running many test cases that are identical except for a change in one data value. A test coverage tool can recover each test's execution count vector giving the number of times that each basic block was executed. Comparison of the vectors reveals the data sensitive blocks whose execution is affected by the input data values. We present several methods of analyzing and graphing the execution count data to locate potentially faulty algorithms. The methods are illustrated using Bellcore's cSuds tool on five small C programs that use some of the date encodings that year 2000 maintainers may need to locate and understand.





The methods presented may be of some practical use to maintainers, but also illustrate a different theoretical perspective on code. We can analyze a code fragment to identify the inputs that control it, to find out how many different subdomains each input has, and to check whether processing of an input is localized or distributed in distinct parts of the program.





This report may be cited as SERC-TR-83-F, Software Engineering Research Center, University of Florida, CIS Department, Gainesville, FL 32611, January, 1998.





I. INTRODUCTION





It is perhaps banal to point out that a main purpose of computer programs is to process data, and that a key problem of program comprehension is the need to understand the ways that input data and code interact. However relatively little of the research on program comprehension has focused specifically on understanding these interactions. 





A program may "process" data in many different ways. At one extreme are data items that might be called "passive". These items, such as name or street address fields of a telephone customer data base, are read, stored, and printed out when needed, but not otherwise involved in any computations.





The next step up in complexity would be data items that are only processed arithmetically. The number of seconds of a phone call, for example, is multiplied by a tariff to get the cost of the call. The distinguishing characteristic here is that the computations are the same for any value of the data item.





Finally, "control" data items are the most important for overall program comprehension but also most difficult to understand. An example would be the customer account type that distinguishes different charging or billing policies. These data items control branches in the program and determine what code is actually executed.





The year 2000 problem, currently attracting so much attention from software managers, focuses attention on this last kind of data. The processing of date data items may fall into any of the three categories mentioned, but dates cause the most subtle year 2000 problems when they affect control.


Consider the following anecdote presented at a recent software industry conference.





A certain insurance company noticed in early 1995 a marked decline in income from one of its policy lines. Investigation showed that policies were mysteriously being deleted from the company's files. Further investigation revealed that the problem was a faulty algorithm that implemented the business rule "Delete any policy that has had no transactions in the last 5 years." The algorithm was roughly as follows:





Read policy's last transaction date


If  ( (last transaction date + 5 years) < current date )


     Delete policy 





Since the dates were encoded with a 2 digit year, adding 5 to 95 produced 00, which was interpreted as less than the current year of 1995. Any policy was thus deleted shortly after its first transaction in the year 1995! 





The algorithm in this case is sensitive to the transaction date data item; the value of this item determines what code is executed. It also happens to be incorrect for certain values of the  transaction date, that is, values with the year 1995 or later.





Note that it is not trivial to locate algorithms such as this one in large systems. In this case, for example, the code that enters and stores the transaction date will probably be in an input module in an on-line transaction capture subsystem. The deletion algorithm might be in  an obscure clean-up module executed in batch mode on a weekly or monthly basis. The date item name in the first module may not be the same as the item name in the second, in which case only laborious tracing of code would reveal that they are really the same. In fact, the system's maintainers may be only vaguely aware of the second module's existence!





We believe that in many situations it is important for maintainers of old code to know which code is sensitive to input data and which data items exercise the control. In a large legacy system this knowledge may be quite difficult to acquire. We will present some new techniques for locating such code and describe the results of our initial small scale experiments.





II BASIC DEFINITIONS 





A program P may be thought of as being made up of a set of M COMPONENTS, which are executed as the program runs. There are many ways to view the program so there are many choices for the COMPONENTS set: subroutines, basic blocks, decisions, paths, or even data flows. In this paper COMPONENTS will always be the set of basic blocks in P, but other choices could certainly be investigated.





Program P reads a sequence of input data items x1, x2, ... each time it runs. The value of each data item is chosen from its domain so that x1 ( D1, x2 ( D2, and so on. A test case t is a vector of values for the input date items, that is t = (x1, x2, ...).





As each test is run, the components of P are executed. Let COUNT(c,t) represent the number of times that component c is executed in test case t. Each test case thus generates a vector of execution counts. In the remainder of this paper we will describe several different ways of analyzing these count vectors to provide insight for program comprehension.





III THE EXAMPLE PROGRAMS





Since the year 2000 problem was one of the main motivations for this research, we illustrate each method by applying it to five small C programs that encode dates in different ways. One of the reasons that the year 2000 problem is difficult is that programmers have invented many different ways of encoding date information, not all of which are easily to identify. We chose encodings from our experience, that have been mentioned in the literature, or that appeared in responses to a posting on the comp.software.year-2000 newsgroup





The five C programs all perform the same task: computation of the compound amount of a loan. Each program is passed four command line arguments:


amount of loan (e.g. $500.00)


loan interest rate - compounded daily (e.g. 0.001)


start date of the loan (e.g 01/15/85)


end date of the loan (e.g. 06/15/91)





Each program outputs the number of days in the loan period and the amount of the interest.





The five programs all have the same general design. Pseudocode would be:





  read the inputs for the amount and the interest rate  


  parse the input starting date into integers for month, day, and year


  parse the input ending date into integers for month, day, and year


  encode the starting date and store it


  encode the ending date and store it


  retrieve the dates and compute the number of days difference


  compute the amount as sum * (1+i)days


  print the number of days difference and the amount.





The differences between the five versions are in the functions Encode( ) used to encode the dates and getDiff( ) used to compute the number of days difference.





The five encodings were as follows:





1. camt.c:�
Uses a "Julian day" approach in which dates are  stored as the integer number of days since January 1  of a given base year. The Encode() algorithm loops through  each year since the base checking for leap years, and  through each month adding the different month lengths.�
�
2. yy365.c:�
Uses a one year cycle to store dates as a  single integer, e.g., 01/01/95 is stored as 95001;  03/08/95 is stored as 95067 (the 67th day of 1995).  Again, loops are used to count leap years and month lengths.�
�
3. cycle.c:�
Uses a four year cycle of 1461 days beginning on the  most recent leap year (relative the date to be encoded). Stores dates as a single integer, e.g., 03/27/96 is stored  as 960087; 09/28/97 is stored as 960637 (the 637th day of  the four year cycle beginning on the first day of the most  recent leap year - 01/01/96).�
�
4.time.c:�
Uses the date functions from the standard  C library declared in the header time.h,   to calculate the number of days between two dates. Parts of  this code were taken (with permission) from a program written  by Karlon West at Nortel in Canada.�
�
5. comp_method.c:�
An alternative Julian day approach that stores  each date as the number of days since Jan 1, 1900. Instead of  loops to check leap years and month lengths it computes the  number of leap years directly, and does a look-up in a table  of month lengths.�
�
Table 1


The Five Versions of the Compound Amount Program





All but the time.c program have the year 2000 "bug", in that they read two digit years and thus perform incorrect computations when the input is "00". The time.c program is an example of a common one-line fix of the year 2000 problem using the 100 year window approach in which dates before 1976 are incremented by 100 years to map them into the next century.





IV IDENTIFYING INPUT SUBDOMAINS





The concept of "input domains" is a common one in testing theory [BEIZ.90, chapter 6]. Testers examine the specification or code to partition the input space into subdomains within which the program is expected to behave in the same way. Test cases are chosen inside and at the boundaries of the subdomains.





For our purposes, we can say that program P is sensitive to input xi if varying xi while holding the other inputs constant affects the values of COUNT(c,t). In this case, input xi partitions its domain Di into subdomains Di1, Di2, Di3, ... having the following characteristics:





n ( m ( Din ( Dim = (


xi' ( Din ( xi'' ( Din (


    ( c: COMPONENTS ( COUNT(c,(x1,x2,..,xi', ...)) = COUNT(c,(x1,x2,..,xi'',...))





To analyze P for a specific input xi we fix values for the remaining inputs and run a series of tests with different values of xi chosen from Di. Values of COUNT(c,(x1,x2,..,xi, ...)) for each test may be determined by running P under a test coverage tool. The values of COUNT are collected and compared, grouping all the inputs xi that produce the same vector of COUNT values into one subdomain.





This kind of analysis can give a maintainer very interesting insight into P. First, he or she can determine if a particular input data item has any complex interactions with the code. The simplest case is that there is only one subdomain so that xi has no effect on code execution. More complex data items may produce a small number of subdomains, say 2 - 4, which indicates to the maintainer that P does some case analysis involving this data.





The five date encoding programs described earlier were used to illustrate this method for identifying subdomains. The loan start date was fixed at 01/01/95 and the end date was increased by one day every test case, beginning at 01/01/95 and ending at 12/31/00, for 2,192 test cases spanning 6 years.





Program Version�
Number of Subdomains�
�
time.c (version 4)�
2�
�
comp_method.c (version 5)�
2�
�
cycle.c (version 3)�
48�
�
yy365.c (version 2)�
70�
�
camt.c (version 1)�
70 �
�
Table 2


Subdomains in the Five Program Versions





The time.c version of the program using the C library function 'time.h' shows just two subdomains, one corresponding to the years up to 2000 and one for years 2000 and beyond. As previously mentioned, this version has a fix for the year 2000 problem that adds 100 to input years that are less than 1976. Other than that fix, there is no processing that depends on the input date because all date calculations are done by the mktime() library function and thus are not part of the code of the program itself. 





The comp_method.c version shows 2 subdomains, which turn out to correspond to normal years and leap years. The algorithm used to determine how many days to d/m/y since January 1 of the year 1900 is:





  dy = (365 * y + ((y-1)/4));


  if (0 == y % 4)


    dm = Leap[m];    <= Block 2


  else


    dm = nonLeap[m]; <= Block 4


  dd = d;


  newDate = dy + dm + dd;


Figure 1


Leap Year Algorithm in comp_method.c





In leap years the TRUE block of the if is executed while in normal years the FALSE block is taken. This will give two different count vectors and thus two subdomains.





The cycle.c version resulted in 48 count vectors, one for each month of the 48 year leap year cycle. This program version contains the code shown in Figure 2 to determine where we are in the four years of each cycle





/* the year of the date to be encoded is a leap year */


if (0 == y % 4)


  {


   numDays = daysSince(m, d, y);


   cycle = y;


  }





/* the year of the date to be encoded is one year after 


 * a leap year */


if (0 == (y - 1)  % 4)


  {


   numDays = daysSince(m, d, y);


   numDays = numDays + 366;


   cycle = y - 1;


  }





/* the year of the date to be encoded is two years after 


 * a leap year */


if (0 == (y - 2)  % 4)


  {


   numDays = daysSince(m, d, y);


   numDays = numDays + 366 + 365;


   cycle = y - 2;


  }





/* the year of the date to be encoded is three years after


 * a leap year */


if (0 == (y - 3)  % 4)


  {


   numDays = daysSince(m, d, y);


   numDays = numDays + 366 + 365 + 365;


   cycle = y - 3;


  }


Figure 2


Leap Year Algorithm in cycle.c





It also includes the days-in-month loop of Figure 3 to help compute the number of days since the beginning of the year





  for (m=1;m<month;m++) {  <= Block 3


    switch(m) {


       case 9:  /* September */


       case 4:  /* April     */


       case 6:  /* June      */


       case 11: /* November */


                days = days + 30;


                break;


       case 2: /* February   */


                { if (0 == year % 4)


                    days = days + 29;


                  else          


                    days = days + 28;


                  break; 


                 }


      default: /* all the rest ... */


                { days = days + 31;


                  break; 


                }


    } /* end switch */


Figure 3


Days of the Month Algorithm in cycle.c





The loop of Figure 3 will give different execution count vectors depending on the value of month, while the if statements of Figure 2 will execute differently in the four years of the leap year cycle. In combination they give a total of 48 different count vectors and thus 48 subdomains.





Note that the number of subdomains can grow quite rapidly if the data item controls a loop since we will have a different count vector for every possible number of loop executions. Also if, as in this case, the data item affects control in two separate ways, then the number of subdomains may be multiplied.





However the number of subdomains may give an important hint as to the algorithm used by this program. Dates are stored using a four year (48 month) cycle. The result, at least in this case, is precisely 48 subdomains.





The last two program versions, yy365.c and camt.c, provide a more confusing picture, with 70 subdomains in each case. As well as the same days-in-month loop as cycle.c,  both of these versions contain a loop similar to the one in Figure 4





   for (x=y1; x < y2; x++)


    {


     if (0 == x % 4)


       diff = diff + 366;


     else


       diff = diff + 365; <= Block 8


    } /* end for */


Figure 4


Accumulating Days Over Several Years





This loop steps from the start year of the loan to the end year, adding the number of days in the year. Since our test cases varied the end date while holding the start date fixed, the execution count of this loop grows throughout our test period. As well, there is a days in the month loop similar to Figure 3, which gives 12 different patterns of execution counts, one per month. For the six years of tests, we would thus expect to see 6 X 12 = 72 subdomains.





In fact, we see only 70. The difference turns out to be caused by the year 2000 bug! A year of 00 coincidentally happens to give the same execution count vector as the start year and thus eliminates two subdomains. On the one hand, this illustrates how anomalies in the subdomains can hint at a bug. On the other hand, when the number of subdomains becomes this large it requires some effort to interpret the results and identify the bug precisely!





The identification of input subdomains is an interesting first cut at understanding the data sensitivities of a program. If the number of subdomains is small, just the count itself can provide insight: for comp_method.c two subdomains hints at a leap year versus normal year difference, while the 48 subdomains of cycle.c hint at a 4 year cycle.





The number of subdomains may be an interesting kind of complexity metric. A single subdomain indicates no interaction between the data and control flow, while a small number hints at a relatively few cases to consider.  A large number of subdomains may indicate either an important data item that has widespread effects in many parts of the program, or else a loop control variable whose value directly affects the number of times a loop is executed.





While it is always rash to measure program quality from a single metric, it is probably true that a maintainer would much prefer to deal with the time.c version, where library code takes care of most date manipulation, or the comp_method.c version where table look-up replaces a complex algorithm for counting days since January 1.





V PATTERNS OF BLOCK EXECUTION





If the subdomain analysis indicates that the code is data sensitive, then the obvious next step in program comprehension is to look at the blocks whose execution count varies. A simple plot can quickly provide insight into the program.





A tool to aid in data sensitivity analysis could first present the programmer with a list of blocks that exhibit any sensitivity. A mouse click on a block in the list could either show the code, or else a plot of the execution counts against the date. We have been using the XGobi tool to produce such plots [BUJA.96].





�


Figure 5


Execution Counts for a Simple Leap Year Algorithm





As a first example Figure 5 graphs the execution counts of the two blocks highlighted in Figure 1. The step comes at test 366, exactly when the input date reaches January 1, 1996, and lasts one year. It comes again at test 1826, when we arrive at the year 2000. It is almost unnecessary to look a the code to guess that this is a leap year algorithm.





As a second example, Figure 6 graphs the execution count of block 8 in Figure 4, which counts "non-leap-year" years. As the number of years in the loan period grows, so does the number of "non-leap" years, except that in the year 2000 the count falls to zero. The graph reveals a year 2000 bug; since y2 is 00, the loop body in Figure 4 is not being executed!





�


Figure 6


A Leap Year Algorithm With a Bug!





A final example in Figure 7 graphs executions of block 3, containing the test:


m < month


in Figure 3. It is easy to see that the code is stepping through the months of the year, thus giving the saw tooth pattern shown in the figure.





�


Figure 7


Counting Months in a Julian Day Algorithm





To sum up, a programmer analyzing unfamiliar code for year 2000 problems would first run an automatically generated series of tests, using a test coverage tool to collect execution counts. The counts would be compared to detect date sensitive code, and then displayed to give insight into algorithms and possible bugs. The detection method would let the programmer focus quickly on dangerous code, and the display would then take advantage of the human capability to recognize and analyze graphic patterns.





We should point out again that the method described in this paper is not limited to dates or to the Year 2000 problem. Other important program plans can be located by comparing block execution counts as an input data item changes. Nor is it always necessary to try all possible input data values. In [AGRA.97] an example is given of a Bellcore subroutine library that manipulates large data structures. Tests were run with structures of different sizes, first 2 elements, then 4, then 8, and so on. Block coverage was the same until the structure contained 1024 elements, at which point 19 additional blocks were executed. It turned out that this code split a hash table, an optimization that kicked in only for large structures.





VI EXPLOITING CHARACTERISTICS OF THE DATA





The methods presented previously made no use of any knowledge about the data itself. But many kinds of data have known regularities: angles are "the same" when you add 360 degrees, customer account codes have only certain defined values, and programs often do something special at powers of 2, such as in the 1024 element structure mentioned in the previous section.





For dates, it has been pointed out that there is an interesting and potentially useful cycle of 28 years.  If a date is shifted by exactly 28 years, the day of the week and the position in the leap year cycle are exactly the same�.





One method for analyzing code for year 2000 problems is to take two test cases that differ only in that the second has all the dates shifted back 28 years. The output from the two test cases should be identical [ROYE.97].





An extension to this method is to compare the execution count vectors from the two tests, as well as comparing the output.  Thus we can expose any internal differences in execution that might signal year 2000 bugs, even if the difference is masked in the output. (It is not uncommon to find bugs in a program that have been executed in many test runs, but the bug was not observable until a user did something different in the field.)





The objective is to exploit the 28 year regularity to identify the safe and unsafe domains for the program. We run two series of tests, one with dates in a presumed safe range and the other with dates 28 years later, in or near the year 2000.





To illustrate this method we used the same five programs described earlier. In Series 1 the loan start date ranged from 01/01/71 to 12/31/73 with the loan end date 100 days later. Series 2 used loan start dates 28 years later, from 01/01/99 to 12/31/01. As before, the loan end date was always 100 days after the start. Each series has 1096 test cases. The loan period included 01/01/00 in cases 265 to 364, and these are the tests that are expected to show anomalies since the length of the loan will be calculated incorrectly.





The method worked as anticipated for the versions camt.c and yy365.c. Both programs gave the correct result for Series 1, but gave different (wrong) answers for tests 265 to 364, with a corresponding difference in the execution count vectors. In each case, a quick examination of the blocks that were executed differently pointed to the variables that contained dates. We believe a maintainer would have had little difficulty in using this information to design a fix.





For the versions cycle.c and comp_method.c, the results were a bit more ambiguous. Both programs gave the correct result for Series 1 and wrong answers for tests 265 to 364 of Series 2. Additionally, comp_method.c computed a loan period of only 99 days for tests 631 to 730, in which the loan start date is in year 00, while the end date is in year 01. The cause was a hitherto unknown bug in the code that counted leap years.





However the execution count vectors showed no differences between the two series. The algorithm executes in exactly the same way in the safe and unsafe periods - it just gets the wrong answer!





Finally, the time.c version gave the wrong answer for the tests of Series 1! The version of the library mktime function we used is correct for dates only between 1970 and 2036. The "fix" to the year 2000 problem shifts dates less than 1976 by adding 100, so that the Series 1 tests with dates in 1971 and 1972 were shifted to 2071 and 2072. The library function returned an error code which was not caught, and the program produced the wrong answer. So perhaps this example shows a peril of using the 28 year shift as a test oracle. In this case it flags the program as faulty, when it really is correct for the years after 1976 that we are interested in!





The 28 year shift method provides an additional check on execution counts that may, in some cases detect year 2000 problems with relatively few test cases. However it cannot be relied upon to always flag incorrect code, since the execution may be the same even if the wrong result is being computed. And, as in the time.c version, it may occasionally flag code which is actually correct.





VII TOOLS FOR DATA SENSITIVITY ANALYSIS





The basic requirement for the analysis methods described in this paper is a test coverage monitor capable of handling the complete system at a time. The experiments we have mentioned use the cSuds (c Software Understanding System) under development at Bellcore [AGRA.97]. cSuds is based on the Atac test coverage system for C which has been in use for some years at Bellcore and elsewhere [HORG.94].The target programs are compiled under Atac, and then executed to produce specially formatted trace files. The execution counts are extracted from the trace files using scripts that call the ataccmd command line interface.





VIII RELATED WORK 





The methods described in this paper are extensions of the Software Reconnaissance technique for locating where program features are implemented in code. Software Reconnaissance compares traces from tests that exhibit the feature to tests that do not, and identifies program components that are executed only when the feature is present [WILD.95].





The public literature on the year 2000 problem is fairly limited, perhaps because companies are focused on the commercial possibilities of any tools and methods they have, and thus do not describe them publicly in detail.





Two survey articles have discussed software tools in general in relation to the year 2000. David Sharon presents a classification scheme for tools that might be applicable to the problem [SHAR.97A] and Nicholas Zvegintzov gives a survey of current commercial tools [ZVEG.97A].





Other articles have discussed the way a specific technology can contribute. Shawn Bohner describes the processes for software maintenance and the role of impact analysis in these processes, with particular reference to the year 2000 problem [BOHN.96]. In a briefer article, Thomas McCabe states that one can reduce the amount of testing by using the McCabe tool set. Cyclomatic complexity provides a means to quantify the risk of date changes and derive the exact tests needed to verify the date changes.





Two tools that are under development have been described in rather greater detail. Hart and Pizzarello describe the Peritus AutoEnhancer/2000 a rule-based tool for code analysis. The AutoEnhancer/2000 approach is an extension of the type checking that is done by compilers, but is much more extensive. A code correction phase follows the identification phase. Each correction is driven by a "correction rule" which is invoked when certain code usage patterns are identified [HART.96].





Newcomb and Scott describe IACT 2000 a maintenance support process, and Revolution 2000, a knowledge based maintenance environment.  IACT 2000 has four processes: Inspection, Assessment, Correction, and Test. Revolution 2000 provides 10 knowledge-based assistants that support the maintenance process [NEWC.97].





Other papers have focused on testing and evaluating systems. Lester Holmes  discusses the problem of testing a system with data consistently "aged" to the year 2000 period [HOLM.97]. Thomas Royer gives a detailed description of processes for checking existing systems for year 2000 compliance. One method uses the system under test as its own oracle since sequences of day-of-the-week and calendar dates are repetitive.  The sequence repeats every 28 years; the sequence of days-of-the-week and dates for the year 1999/2000 is exactly the same as the sequence for the years 1971/1972 [ROYE.97].





Finally, there are papers that give general advice on dealing with the year 2000 problem in an organization, and that list some of the specific strategies that can be used to fix existing code. Robert Martin gives a definition of the scope of the problem and lists solutions ranging from expanding the year field to four digits to doing nothing at all. He provides a good list of year 2000 resources available on the World Wide Web [MART.97]. Dick Lefkon provides a somewhat shorter discussion of the solutions [LEFK.97].





IX CONCLUSIONS





This paper is obviously only a starting point for studying the data sensitivities of code. The examples are all very small programs and thus cannot be taken to illustrate the range of phenomena found in real systems. However we think they give us reason to believe that program comprehension techniques based on examining execution counts can be of both  theoretical and practical benefit.





From the standpoint of theory, data sensitivity analysis gives a different perspective on a program. We can ask questions such as:





to which inputs is this program sensitive?


how many subdomains are associated with each input?


is the sensitive code localized in one area, or is it spread through many different modules?





For the practical maintainer, we can provide a range of techniques for tracking down programs and understanding code. The analysis points the maintainer directly to the code that is sensitive to the data item. In a large system, such as the insurance example given earlier, this is probably the most important benefit, since other methods of searching for such code may be either very costly or dependent on naming and commenting conventions which are not always followed. Note, for example, the way date sensitive algorithms can be located even if the dates have been encoded in unusual ways.





Techniques such as the 28 year date shift can be useful for some programs. The shifted test cases 


provide a test oracle that gives "correct" output for comparison purposes. As we have seen, in some cases, but not all, the execution count comparisons can also give good starting points for code exploration.





The main disadvantage of the methods described in this paper is the need to run a large number of test cases. The cases follow a simple pattern, so it is easy to generate the required test data automatically. However legacy systems often do not have good test harnesses that facilitate running many tests and checking the output. The development of such a harness requires a non-trivial investment.





Some obvious extensions to this research would be to study other ways of dividing the program into components, to see if studying branches or data flows would give more precise results than our use of basic blocks. Also, before constructing more polished tools, some research is needed into ways of clearly presenting the results of data sensitivity analysis to the programmer. More intelligent search strategies for selecting test data could probably be devised to cut down on the number of test cases needed. And finally, we hope to try these techniques on some larger programs that would be more representative of the legacy systems currently in service.
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