tr290.doc
1

TraceGraph 4: A Demonstration Case Study 

	Michael Jiang, Jing Zhang
Motorola, Inc.

	Sharon Simmons, Dennis Edwards, Norman Wilde

Department of Computer Science, University of West Florida


Executive Summary

TraceGraph 4 is a tool to assist a software engineer in locating and understanding the code for a specific software feature. It has been developed as part of a project of the Software Engineering Research Center (SERC) with input and support from SERC affiliate Motorola.
This report describes a case study of TraceGraph 4 carried out at Motorola in May of 2007. The main objective of the study was to see if the tool was ready for possible application to large Motorola software systems.

The two subjects in the study used TraceGraph 4 to locate two seeded feature-related bugs in a 123 KLOC Motorola system. Each bug was located correctly in about 20 to 25 minutes of work. The subjects made several suggestions for non-critical improvements and, overall, the tool was judged to be sufficiently robust for trials on larger Motorola projects.
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1 Background
Maintainers of legacy systems often face the problem of locating and understanding the code for a particular user feature. A large system will have many features, but the implementation of each one may be spread across many different software components.

Consider, for example, a software engineer who is maintaining a word processor system. Perhaps a bug has been reported that manifests itself when the user attempts to change the font in a table header. To fix the bug the software engineer may need to understand how the font change feature works, and also how table headers are processed.  It can be quite time consuming to locate and understand all the relevant code.

Software Reconnaissance is a simple method for addressing this problem [WILDE, 1995]. It has the following steps:

1. Run some tests that involve the feature, tracing the code components that are executed.
2. Run some other tests that do not involve the feature, similarly tracing the components executed.
3. Find the marker code for the feature, by subtracting the second set of components from the first.

The marker components are thus simply the code that tend to be executed when the feature is exercised, but not otherwise. Experience with a series of case studies has shown that the marker code provides good starting points for code exploration. The Recon3 toolset has been developed to support the Software Reconnaissance method [RECON]; it includes the TraceGraph tool which lets a maintainer quickly visualize how the marker code is distributed in a large system [LUKOIT, 2000].

In 2004 Motorola asked SERC and the University of West Florida to perform a pilot study to see if Software Reconnaissance could be applied to the large telecommunications systems typical of those Motorola develops and maintains. One specific question was whether commercially-supported software tools currently in use at Motorola could be adapted for Reconnaissance, to avoid the need for introducing new and untried tools.

· The study [SIMMONS, 2005] showed that Reconnaissance could be done using a combination of:

· CodeTEST™ - a commercial dynamic analysis tool, used for tracing execution

· TraceGraph - the Recon3 trace visualization tool from the University of West Florida
· Klocwork inSight™ - a commercial code browsing and refactoring tool
 

However the study also showed that better tool integration would be needed to reduce the number of manual steps required to get data from one tool to the next. Accordingly in 2005 a second project was initiated to enhance TraceGraph's usability. The new tool, named TraceGraph 4, would have a more informative user interface, would provide integration with Klocwork via an XML file, and would include a TraceGraph 4 to Eclipse plugin to link to the Eclipse programming environment [ECLIPSE] now coming into widespread use in Motorola. Development of TraceGraph 4 was incremental; it included several meetings and trials with Motorola personnel to review use cases and run early prototypes.

This report describes a brief case study of TraceGraph 4 carried out at Motorola in May of 2007. The main objective of the study was to see if the current version was ready for possible application to large Motorola software systems. The study involved:

· Using TraceGraph 4 on Motorola code, as opposed to the shareware and academic samples used in earlier trials.
· Demonstrating the CodeTEST / TraceGraph 4 / Eclipse combination.
· Following a typical, though simplified, end-to-end scenario of a software engineer dealing with a bug.
· Evaluating the usability of the tools in this realistic context and identifying desirable improvements.

2 The Case Study
2.1 The SDL to XML Transformer

Motorola uses the Specification and Description Language (SDL) to model the software in a number of its large systems and has developed several software tools to support SDL modeling. One of these tools is an SDL to XML Transformer which reads an SDL model and produces an XML document which may then be used for metrics analysis and other purposes (Figure 1).
This SDL to XML Transformer, which is approximately 123 thousand lines of C code, was chosen as the subject of the case study. The features of the transformer are all the different constructs of an SDL model, each of which must be transformed correctly into XML.

[image: image1]
Figure 1 - SDL to XML Transformer - Normal Operation

2.2 Case Study Scenario

We imagine a scenario in which errors have been found in the transformer output; in certain cases the output document is not "well formed" as required by the XML standard [W3C, 1998]. (In fact, two one-line bugs were "seeded" into the transformer to produce these errors for purposes of the case study.) To investigate the errors, a software engineer created a series of test input models, each focused on a particular SDL construct:

	· comments.sac

· decision.sac

· enable-conditions.sac

· input.sac

· label-join.sac

· output.sac

· priority-input.sac
	· procedure-call.sac

· process-creation.sac

· save.sac

· spontaneous-transition.sac

· task.sac

· timer.sac




The software engineer ran each of these through the transformer, and checked the output. Two tests produced incorrectly formed XML: save.sac and timer.sac. So the save and timer features are the ones to investigate.
2.3 Case Study Organization
To use Software Reconnaissance on this problem, the SDL to XML Transformer was instrumented using the CodeTEST tool. Instrumentation inserts calls to a function called cttag() at each basic block and at the entry and return points of each C function. Each of these instrumentation points is identified by a unique integer, and the map between the integers and the source file / line number are stored in an Instrumentation Data Base (IDB).

When the instrumented Transformer is executed, each call to cttag() writes the integer to a pipe. The pipe is read by a separate trace collection process called ctserver which stores the integers in a raw trace file. Before and after running each test case, the software engineer sends a signal to ctserver to mark the beginning and end of that test case in the raw trace. (Figure 2)

In a final step, the software engineer runs CodeTEST's trace manager program (ctmgr) with a special Python plug-in called ctlink.py. The plug-in separates out the traces from the different tests, and maps the integers back to file name and line number, thus producing a set of trace files that TraceGraph 4 can read. There is one trace file for each test case. (Further information on cttag(), ctserver, and ctlink.py is given in our earlier technical report [SIMMONS, 2005].) 

[image: image2]
Figure 2 - SDL to XML Transformer - Tracing Execution

For the case study, one of the experimenters prepared the seeded bugs, the test cases, and the instrumented version of the SDL to XML Transformer. He also loaded the Transformer source code into the Eclipse IDE, creating an Eclipse "project" for code browsing.

The two subjects in the study were chosen to give different perspectives on the method. One was a Motorola employee who was familiar with SDL and, in general, with the SDL to XML Transformer, but who had no previous experience with Software Reconnaissance. The other was a university researcher who had worked with earlier versions of the TraceGraph tool, but who had no knowledge of SDL or of the Transformer.
Each subject started with the SDL models listed above, and with the knowledge that the bugs appeared in the save and timer features. Each then performed the following steps to locate each of these two features:

1. Run five or six tests of the instrumented Transformer using ctserver to collect a raw trace. The last test in each sequence was of the feature that shows the bug.
2. Run ctmgr / ctlink.py to extract the trace files from the raw trace.
3. Load the trace files into TraceGraph 4.
4. Start Eclipse and use TraceGraph 4 and Eclipse to explore the marker code until the bug is located.

2.4 Using TraceGraph 4 and Eclipse
Figure 3 shows the process of working with TraceGraph 4 and Eclipse to locate and understand a feature. The software engineer loads the trace files (from Figure 2) into TraceGraph 4. He also starts the Eclipse IDE and opens an Eclipse "project" containing the source code. The TraceGraph 4 to Eclipse plugin lets TraceGraph 4 control Eclipse during code browsing.

[image: image3]
Figure 3 - Using TraceGraph 4 with Eclipse

Figure 4 is a screen shot that shows TraceGraph 4 with one set of traces loaded. Each horizontal row represents a specific trace event: a function entry, a function return, or the execution of a particular block of code. The source file and line number for the trace event are shown in the center columns of the display.  TraceGraph 4 displays each trace as a compact column of rectangles on the right. If desired, a broad view of the entire system can be provided by reducing the rectangles to only a few pixels in size using the scale buttons on the left. For detailed browsing the rectangles are made larger so that the text is more easily read.
In each row, the rectangle is colored in the first trace containing the event and then is black afterwards. The traces should be loaded in order, so that the last column is the trace with the feature being sought. Colored rectangles in that last column are thus the "marker" code that was executed only when the feature was present. The horizontal shading shows the different source files so the software engineer can get a quick impression of how the marker code is distributed. He can use the checkboxes to select rows for a printout or for export to other tools.
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Figure 4 - TraceGraph 4 with Five Trace Files Loaded

The subjects in the case study could thus focus on the colored rectangles in the last column. When Eclipse is running and the SDL to XML Transformer project is open, a click on any such rectangle makes Eclipse open the corresponding source file and highlight the specified line (Figure 5). All the tools of the Eclipse IDE are then available for exploration of the "marker" code and its context.

2.5 Case Study Results

Both case study subjects were able to locate the two seeded bugs quite quickly. Each subject simply started at the top of TraceGraph's last column of rectangles, and clicked on each colored one. A quick check of the code in Eclipse showed if the marker had anything to do with the formatting of XML output. Often there would be a group of markers together in one source file (as in the example of Figure 4), so that brief study of the first of them would let the user eliminate the others too.
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Figure 5 - Screen Shot: TraceGraph 4 and Eclipse Highlighting a "Marker" Code Line
Typical times for the different steps of the study are given in Table 1. Normally in software maintenance most time is spent in studying code. With the Software Reconnaissance method that step (number 4) becomes much smaller, but instead some effort is required for running test cases and manipulating trace files as in steps 1 thru 3.

Table 1 - Time Required to Locate a Bug

	1. Running test cases to produce the raw trace file (Figure 2)
	5 to 6 minutes

	2. Extracting individual trace files from raw trace (Figure 2)
	3 to 5 minutes

	3. Loading trace files into TraceGraph 4 (Figure 3)
	5 to 6 minutes

	4. Using TraceGraph 4 and Eclipse to explore the marker code and locate the bug (Figures 3 and 5)
	6 to 7 minutes

	Total time per feature
	20 to 25 minutes


The trace file processing in steps 2 and 3 was time consuming because the files involved were quite large. The raw trace file was 21 - 23 MB and each of the five or six extracted trace files was 40 - 50 MB.
3 Conclusions

In this study, two subjects quickly located two seeded bugs using the TraceGraph 4 tool, working with CodeTEST and Eclipse. They both judged that the tool would be very useful in maintaining a real legacy system.
There were, of course, several comments and suggestions for future improvements:

1. The most awkward part of the case study scenario was running the test cases. There are three different processes involved (Figure 2): the ctserver trace collection process, the process used to send start and stop messages to ctserver, and the SDL to XML Transformer process itself. The Software Engineer has to use each of these in exact sequence. He has to keep track of the order of the test cases so that he knows which trace file goes with each test. And he may have to manually delete the pipe used for communication with ctserver each time he restarts that process. It is easy to get confused. In a real project, a small driver script should probably be written to provide a user interface that would reduce the chances for error.

2. If possible, an effort should be made to reduce the times required for extracting traces (ctmgr / ctlink.py) and for loading large traces into TraceGraph. While current times are acceptable, even larger trace files may be encountered in the future.

3. Case study subjects sometimes found it difficult to remember which of TraceGraph's colored rectangles had been investigated and which were still pending. It would be desirable to give some visual clue, such as a change of color, to distinguish the two categories of rectangles.

4. The TraceGraph 4 plugin for Eclipse has an option called "open file with annotations", which puts annotation icons on all the lines of a source file in one operation. The colors of these annotations should be those of the rectangles in one specific column so that the user can see quickly where the colored "marker" code is located.

5. In the future, it would be desirable to provide support for Java source code, not just the C/C++ handled by CodeTEST. One strategy could be to instrument using Aspect Oriented Programming systems such as AspectJ, AspectC and AspectC++.

In summary, the CodeTEST / TraceGraph4 / Eclipse tool combination was judged to be robust enough for trials on larger Motorola projects. Meanwhile work will continue on some of the suggestions outlined above.
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